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The evidence gap

(_ corelight

Experienced security practitioners have long known that richer network evidence improves security
outcomes by enabling faster triage, deeper analysis, and more complete investigation. Although Corelight
was founded on this premise, it’s been difficult for us to quantify the impact of better data, until now.

Summary

Given the rise of powerful language
models, we reasoned that it should
be possible to develop an objective
framework for exploring the impact
of network data quality in the SOC.
To that end, we built an agentic test
harness to measure the success

of frontier LLMs in responding to
real-world attack scenarios using a
range of source data.

We asked agents to compete,
dozens of times, in a realistic
Capture the Flag (CTF) exercise
inspired by the Volt Typhoon

threat actor. Across a given ‘run’ of
competitions, we kept the language
model fixed and only changed the
network data available to it, in
order to quantify the impact of data
quality on SOC investigations.

The results were promising, so we
set out to validate our findings with
a second, independent experiment.
For this second experiment, we
built a new test harness and asked
our application to generate a series
of incident response (IR) reports

Key findings

+ Corelight data improved CTF
accuracy: GPT-5.4 answered 95%
of questions using Corelight data,
compared to 26% using NetFlow.

Corelight data accelerated
completion time: GPT-5.4
completed the CTF in 14.7
minutes using Corelight data,
compared to 25.7 minutes
using Snort 3 ML.

for a Salt Typhoon compromise,
varying the data source just as
before. We used Al models to ‘score’
each IR report based on a standard
rubric. This new experiment was

an attempt to assess how much
analytical capability is lost when
evidence is degraded.

level. In other words, data quality
had a far greater impact on security
outcomes than model choice.

We conclude that the efficacy of
Al-driven security automation is
limited by a ‘knowledge ceiling’
determined by source data, not by

Invest in the evidence.
Everything else follows from it.

With our experiments complete,
we can now quantify the impact

of network data quality for both
objectives, investigation and incident
response. And it turns out that the
differences are stark. For example,
Corelight logs improved CTF scores
by over 350% compared to NetFlow
logs, and over 60% compared to
nDPI firewall logs. Similarly, Corelight
logs provided evidence for nearly
50% more IR findings compared to
firewall logs, and almost 300% more
compared to NetFlow logs. Across our
test runs, we observed that frontier
models performed at a comparable

Lower-fidelity data created
unanswerable gaps: Models
using lower-quality network
data could not answer 70% of
critical investigative questions.

Better models could not
overcome missing evidence:
Frontier LLMs succeeded on
answerable questions, but
failed when the required
evidence was absent.

the selection of a specific frontier
model. Even the most advanced
models could not overcome the
limitations imposed by low-quality
network data. This finding has
important implications for the
architecture of SOCs going forward.
That's because efficiency impacts
are compounded, in a world of highly
automated SOCs. If we assume that
agentic automation can increase
SOC efficiency by 10x, then the
choice to use better data to boost
investigative success rates from
30% to 90% will result in a dramatic
increase in overall efficiency.

Corelight logs improved
CTF scores by over

compared to Netflow logs, and over
60% compared to nDPI firewall logs.
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More detail

The experiments

Corelight hosts over 100

Capture the Flag (CTF) exercises
annually. These realistic, gamified
competitions are an opportunity
for security practitioners to train
and prove their skills, while working
with Corelight data to solve a range
of challenges. As a result, we have
access to a large, well-understood
collection of CTF data that has
never been published online, and
could not have been part of any
LLM's training set.

Using our CTF data, we conducted
two experiments. The first of
these centered on a Volt Typhoon
attack scenario, incorporating

44 questions spanning network
forensics, protocol analysis,
indicator extraction, and attack
chain reconstruction.

Our second experiment leveraged
a different threat scenario, Salt
Typhoon, and a different agentic
test harness. In this case, Al was
tasked not with answering discrete
questions based on available
data, but rather analyzing our Salt
Typhoon dataset and generating
a full Incident Response report.
Next, a separate agent scored
each report using a rubric based
on high-quality IR documents
(published by Palo Alto Networks
Unit 42, Mandiant, Microsoft
Security, and CrowdStrike, and
supplemented by frameworks
from NIST SP 800-61 Rev 3, SANS,
and MITRE). The rubric defined
what a ‘good’ investigation

should include.

For both experiments, we held the
model and assigned tasks constant.
We varied only the network-derived
data, while averaging scores across
multiple ‘runs’ of each test. In

this way, we could ensure that
differences in performance came
from the data itself, not the

model, prompt, threat scenario,

or specific questions.

GPT 5.4 answered

954

of questions using Corelight data,
compared to 26% using NetFlow.

METHODS

Al model

Each test run used a single frontier
model as its reasoning engine.

This model received identical
system prompts, tool access, and
execution parameters across

each data source. Our platform
consisted of multiple agents (see
below). Our Schema Agent knew
which data source it was working
with, when accessing sample logs
to provide to a Retriever Agent, and
this setup was consistent across

all data sources. Beyond that, no
other source-specific instructions
were given, and we took multiple
steps to control for potential bias
(see below). No model was tuned or
optimized in any way.

Model validation

We ran the same experiments
across multiple frontier LLMs (late
February to March 2026), including
Anthropic Claude Opus 4.6 and
Google Gemini Pro 3.1 Preview,
along with older models from the
same providers. The results were
consistent across models. Each
model hit the same knowledge
ceiling imposed by a given network
data source, and the performance
gap across data sources held
roughly constant, regardless of
which model we used. For the
results reported in this paper,

we used OpenAl GPT-5.4, simply
because it scored the highest

and ran fastest at the time we
conducted our tests. However in
the future, it's reasonable to expect
that model rankings will shift as
successive generations

are released.
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Data sources

We evaluated four network data
sources, each representing a
different level of fidelity:

1. Corelight data is produced
through deep packet
inspection, using the
underlying power of Zeek
and Suricata. It takes the
form of structured logs
summarizing network
conversations across dozens
of protocols, interlinked by
unique connection identifiers.
In addition, Corelight data
incorporates proprietary
content generated from a
range of analysis engines,
including behavioral, statistical,
and machine learning models
(with a focus on C2 detection,
lateral movement, encrypted
traffic analysis, entity analysis,
and analysis of extracted
files, among other goals). For
fairness, we chose a Corelight
configuration similar to what
most customers deploy when
analyzing traffic related to this
attack scenario. It should be
noted that Corelight supports
additional detection features,
capabilities, and integrations
(including unsupervised
machine learning for anomaly
detection, and integrations
with EDR, CMDB, and identity
providers) not enabled or
tested in these experiments.

To emulate an average set of
firewall logs, we used nDPI,
an open-source deep packet
inspection library maintained
by ntop and widely used
downstream by firewall
products such as OPNsense
and pfSense. nDPI provides
application classification across
450+ protocols with flow

risk scoring. It also supplies
application-layer identification
showing which application
generated the traffic.

For Snort 3, we used IDS alerts
with the community ruleset.
We compiled Snort 3 with
Cisco's open-source LibML
library and ran it using Cisco's
official default configuration
with maximum detection
policy enabled. The SnortML
inspector added a neural
network classifier that scored
HTTP POST parameters for
exploit patterns alongside
traditional signature matching.
Output included service-
tagged, classified alerts with
payload context and ML-
generated detections for HTTP
exploitation. Note that we
evaluated Snort 3 in alert-
centric (IDS) mode, since it is
most commonly deployed in
this fashion.

Corelight logs provided evidence
for nearly

50%

more IR findings compared to
firewall logs, and almost 300%
more compared to NetFlow logs.

4. For our collection of
NetFlow data, we used
pmacct, an open-source
network telemetry tool that
is actively maintained and
widely deployed for network
volume accounting. This data
set consisted of flow logs
containing IP addresses, ports,
byte counts, timestamps, and
MAC/VLAN metadata.
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AGENT ARCHITECTURE

CTF test

For each experiment, we built a test harness where
specialized agents collaborated to complete the overall
security task. This architecture reflects how many

SOC teams operate, and aligns with the design of the
new agentic SOCs, where different human or agentic
specialists bring diverse skills to solve the same problem.

Our Orchestrator Agent coordinated investigations. For
each question, it created a plan, dispatched multiple
Retrieval Agents in parallel, and evaluated incoming
results. More specifically, three Retrieval Agents worked
the data simultaneously. The SQL Agent generated and
executed ClickHouse queries against OCSF-normalized
log data, handling counts, aggregations, field lookups, and
structured analysis. The Pagelndex Agent navigated log
data as a tree structure, drilling from high-level log type
overviews down through time windows and IP pairs to
specific events. The Map-Reduce Agent processed entire
datasets by chunking them into manageable pieces,
analyzing each chunk in parallel, then synthesizing the
results. We evaluated several retrieval strategies before
settling on these three. This combination consistently
outperformed other approaches we tested. Note that the
Schema Agent provided field and log type information to
the Retrieval Agents throughout each run.

When a high-confidence answer arrived from any
agent, the Orchestrator submitted it for review
immediately. If the answer turned out to be wrong, the
Orchestrator escalated to a separate agent, the Arbiter.

The Validator Agent acted as a blind scoring engine. It

held ground-truth answers but never revealed them to
the investigating agents. When an answer was submitted,
the Validator returned only CORRECT or INCORRECT, plus
format hints such as “the answer should be an IP address”
or “the answer should be a count”.

In the case of wrong answers, the Arbiter Agent used
those hints plus the history of failed attempts to
choose the next move: Route to a different Retrieval
Agent, retry a similar agent with more specific
guidance, or avoid agents that already timed out

or failed. The chosen agent then performed a fresh
retrieval pass, which could surface different evidence
because it might search different data sources, use a
different retrieval method, or follow a more targeted
instruction. The loop continued until an answer could
be validated, or the retry budget was exhausted.

Workflow diagram for CTF agents
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IR test Workflow diagram for IR agents
For the IR experiments, the overall architecture

remained similar, but the task shifted from answering

predefined questions to generating a complete
incident response report. The Retrieval Agents

operated the same way as in CTF mode: The SQL Agent boe Contran
queried OCSF-normalized log data in ClickHouse, the Dispateher
Pagelndex Agent navigated the logs as a structured

hierarchy, and the Map-Reduce Agent analyzed large
datasets by chunking and synthesizing results. Schema Advisor
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Bias controls

To assure fairness and consistency in evaluating the
impact of data quality, we took the following steps:

1. Uniform CTF
We used an existing Corelight CTF exercise
already developed and delivered for customers,
based on a realistic Volt Typhoon threat scenario.
The dataset has not been published online,
and is not part of any LLM training set. Our Volt
Typhoon CTF questions are designed to test what
real investigations require humans to perform
(reconstruct attack chains, extract indicators, and
analyze protocol behaviors). The exercise was not
designed for this particular evaluation.

2. Uniform schema
All data sources were ingested into ClickHouse
using OCSF-normalized fields for fast filtering
across common dimensions such as source IP,
destination IP, session ID, and protocol. The full
native record from each engine was also preserved
in a raw data column, so nothing from the original
source was dropped. Retriever Agents could query
the normalized schema for cross-source analysis,
while still accessing the complete original log for
each event.

3. Source-agnostic discovery
A dedicated Schema Advisor Agent provided field
and log type information to the Retrieval Agents.
The agents discovered available data through
schema inspection, not through pre-programmed
knowledge of any specific data source output. This
kept any data source from getting preferential
treatment in the prompts.

4. Cacheisolation
We disabled caching at every level to ensure
clean runs between data sources. Every call
reprocessed the full prompt, including system
prompts, schema prompts, and tool definitions.
We saw no evidence of model Key-Value
cache preloading in the application. Between
questions, all Agents reset their state, except
the Orchestrator and Schema Agent. The
Orchestrator retained context from the previous
question, because the CTF questions unfold in a
logical order, and sometimes referred to earlier
answers. The Schema Agent retained schema

information throughout the entire CTF run, so
Retriever Agents could leverage it. However, both
the Orchestrator and Schema Agent fully reset
between each data source run. No database
query caching or tool function call caching

was utilized.

Fair-effort configuration

We took care to install each analysis engine following
community best practices, with recommended
open-source rulesets and packages the broader
analyst community would typically deploy.
Although we did not have specialized expertise in
every tool, we used Al to configure each engine,
guiding it to choose options like an experienced
practitioner would, and following publicly available
documentation and community guidance.

+ Corelight was deployed using our standard
‘Cyberlab’ configuration, the same setup we
use for customer training, POVs and CTF
exercises. No additional configurations,
analyzers, or custom packages were enabled to
improve benchmark performance.

« nDPI was built from GitHub tag 5.0 with
standard ./configure --prefix=/usr/local. The
5.0 release added the Unlimited protocols and
Unified Fingerprinting changes.

* Snort 3 was built from GitHub tag 3.9.6.0 with
LibML 2.0.0 (Cisco's open-source ML library).
Installed to /opt/snort-ml/ and configured
with Cisco’s default snort_defaults.lua and
binder, plus the maximum detection policy
for decompression, JS normalization, and
expanded pattern matching. The binder
mapped protocols to inspectors for DNS,

FTP, HTTP, SMTP, SSH, SSL, DCE/RPC, and

ICS protocols like Modbus, DNP3, and
S7commplus. Community rulesets were used
daily. SnortML enabled with a Conv1D classifier
trained on HTTP exploited payloads from
PayloadsAllTheThings, SecLists, and OWASP.

+ pmacct was built via apt with NetFlow v9
export format. Configured with standard
aggregate fields (timestamp_start, timestamp_
end, src_mac, dst_mac, vlan, cos, etype, src_
host, dst_host, src_port, dst_port, proto,
tos, tcpflags).
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6. Isolated data sources
We tested each network data source independently to isolate the impact of data quality. In practice, SOCs correlate
across multiple sources. This benchmark measures what each source contributes on its own.

7. Average scores
Because frontier LLM output varies between runs, the results here are averaged across multiple passes to reduce the
risk of outliers influencing our results.

Scoring

For CTF scoring, a correct answer earned +100 points, an incorrect submission incurred a -5 point penalty, and a skipped
question received 0 points. Our agents were apprised of this scoring method, which is the same used for Corelight CTF
exercises over the years, and is a common approach for CTF competitions. Additional per-question metrics included
evidence-grounding (i.e., the fraction of claims backed by log data) and a count of hallucinations (i.e., claims citing
nonexistent data).

For IR scoring, we built a tiered rubric based on published incident response reports by CrowdStrike, Mandiant, Microsoft
Security, and Palo Alto Networks Unit 42, supplemented by frameworks from MITRE, NIST SP 800-61 Rev 3, and SANS.

+ Tier 1: Included 10 critical, must-answer investigative questions that determined the success or failure of
an investigation. Examples include identifying the initial access vector, C2 infrastructure, compromised
credentials, and scope of impact.

+ Tier 2: Included 17 important analytical dimensions required to build the full investigative picture, such as lateral
movement paths, privilege escalation, data staging, persistence mechanisms, and affected systems.

+ Tier 3: Encompassed 13 supplementary findings that added context and completeness, including reconnaissance
indicators, environmental details, and secondary 10Cs.

We scored analytical quality independently across timeline accuracy (out of 10), threat intelligence quality (out of 10),
and hallucination penalty (out of 5, with 5 meaning zero hallucination). Because hallucinations were rare in practice,
a 5-point penalty scale was sufficient to distinguish clean reports from reports with occasional unsupported claims,
without letting a small number of hallucinations dominate the overall evaluation. This approach allowed us to
measure how well Al reasoned about what it could see, independent of how much it could see.

RESULTS

CTF results

Al models using Corelight data achieved 95.2% accuracy in the Volt Typhoon CTF, while the worst-performing agents
with NetFlow reached 25.8%. For all of the ‘missed’ questions in Corelight runs, answers were actually available from
data in the CTF, but the agents hit their retry limits before arriving at those answers. The 69.4 percentage-point gap
highlights the knowledge ceiling imposed by each data source.

DATA SOURCE ACCURACY (% CORRECT) TOTAL POINTS TIME (MIN}) EVIDENCE HALLUCINATIONS
Corelight 95.2% (B17[48) 21783 e———— 14.7 44 0
Firewall 58.3% (257 (48] 24750 en———— 26.3 29 0
Snhort 3 ML 39.4% (17.8 /43 1,600.0 comm— 25.7 19 19
NetFlow 25.8% (11.3/ 44) 970.0 em— 27.0 15 0




For comparison, Claude achieved 94.7% accuracy on Corelight data, and 25.8% on NetFlow data during our tests. While
the results did vary somewhat across runs and models, the stack-ranking of data types remained highly consistent.

Speed

Human analysts average approximately 12 minutes per question in this CTF exercise, with the fastest humans completing
the CTF in approximately 2 minutes per question (88 minutes total). In contrast, Al (GPT-5.4) completed the entire CTF

in just 14.7 minutes, using Corelight data. This included all agent collaboration, retries, and arbitration. However, when a
lower-quality data source was used, the Al completion time was nearly doubled due to increased iteration in the analysis /
retry / arbitration loop. To summarize, we observed that richer evidence made Al much more accurate, and much faster.

IR results

Our second experiment validated the CTF findings by tasking Al with creating an Incident Response report and assessing
the impact of evidence degradation on analytical capability. In the table below, ‘Coverage’ refers to the proportion of
evidence needed for IR analysis that was present in each data source. ‘Total Score’, by contrast, is the high-level metric
computed from the scoring rubric used to evaluate each IR report. While Coverage measures what the model could see
with available evidence, Total Score measures how well it reasoned over what it could see. In this second test, Corelight
data achieved 90.3% coverage, compared to 30.9% for NetFlow.

DATA SOURCE COVERAGE TOTAL SCORE TIER 1 CRITICAL TIER 2 IMPORTANT TIER 3 SUPPORTING HALLUCINATIONS
Corelight 90.3% 92.8 91.7% @10} 99% (17/17)  52.8% 7 113) o
Firewall 61.3% 74.2 60.6% 6/10)  69.6% naj17)  39.8% (a/13) 0
Snort 3 21.2% 43.2 10% (mjwp 17.6% 5(17) 30.3% (3/13) 09

T L] - —
NetFlow 30.9% 52.7 18.3% 50100 29.4% /171 23.7% (4/13) 0

A O — = =

Across data sources, the gap at Tier 1 (critical, ‘must-answer’ questions) was dramatic. Corelight answered 9 of 10
questions, whereas Snort 3 answered 1.

Analytical quality and hallucination

We also tried to measure the Al's ability to reason cogently in the face of degraded source evidence, without hallucination.
We were somewhat surprised that analytical quality remained high for each data source. The models did a good job of
extracting what insight they could, without hallucination, even if available insight was minimal (once we properly grounded
the model on the need to submit a question as ‘unanswerable’ rather than inventing data). This is a valuable property,
as hallucination can waste human attention and lead to false-positive and false-negative determinations.

DATA SOURCE COVERAGE ANALYTICAL QUALITY TIMELINE THREAT INTEL HALLUCINATION SCORE

Corelight 90.3% 100% 15/ 18) 10 (10710} 8.9 (8.2 /10) 5 5 /5)

Firewall 61.3% 87% {13/ 15) 6.5 (6.5 [ 10} 8.9 (8.8 /10) 5 {5/5)

Snort 3 21.2% 0% (13.5/15) 7 (7 /10) 7.1 (7.1/10) 4 {4 /5)
A — . y

NetFlow 30.9% 100% {15/ 18} 10 (10 /10 7.7 (7.7 110) 5 {5 /5)




Once again, our findings illustrate the knowledge ceiling associated with each data type. Frontier LLMs reasoned at
full capacity, regardless of data source; they simply had less to reason about. We did not observe current models
inventing fake attackers or fabricating indicators of compromise. Instead they correctly assessed the utility of each
evidence source, and reported what they could see.

It's important to stress that a 100% analytical quality score on 30.9% coverage, as in the case of NetFlow, still produces
a failing investigation. Al performed up to the limit imposed by each data source, and no further. Organizations
cannot improve these outcomes by deploying a smarter model. The knowledge ceiling is not set by the model; it is set
by the evidence.

THE KNOWLEDGE CEILING

From our own human analysis of agent logs across multiple runs and dozens of CTF questions, it became clear
that each data source imposed a strict performance limit for any given model. While this effect may feel intuitively
obvious, our test harness allowed us to characterize, analyze, and explore the phenomenon in detail.

Variations in data quality

Corelight provides enriched, interlinked logs across a wide range of protocols. Built-in machine learning and
anomaly detection features identify threats that signatures alone would miss. Detailed metadata for each network
conversation is captured and organized so that full reconstruction of an attack chain is possible.

Firewall (nDPI) logs provide application identification and risk scores, capturing basic protocol metadata such

DNS queries and TLS certificate details. This is enough for protocol identification questions and for tracing some
connections, but firewall data lacks deep session visibility and cross-protocol correlation. Firewall logs cannot be used
to reconstruct complete attack chains or extract detailed indicators such as specific HTTP headers, file hashes, or
behavioral patterns. For this reason, roughly half the CTF questions could not be answered using this data source.

Snort 3 provides IDS alerts with payload context across multiple protocols. It can identify when suspicious activity
is flagged, but lacks full session context and protocol details. It cannot be used to trace complete attack chains or
correlate across attack stages.

NetFlow provides basic connection accounting, and can identify that a connection occurred. It cannot determine what
domain was resolved, what certificate was presented, whether files were transferred, what protocols were negotiated,
or what the content of a conversation might have been.

Consider a Volt Typhoon C2 session, as recorded by NetFlow:

None

“mac_src”: “12:11:42:cf:02:bb"”, “mac_dst”: “12:6f:27:52:17:39”, “vlan”: @, “cos”: 0,
“etype”: “800", “ip_src”: “54.227.87.149”, “ip_dst”: “10.110.100.5”, “port_src”: 8888,
“port_dst”: 51330, “tcp_flags”: “16"”, “ip_proto”: “tcp”, “tos”: @, “timestamp_
start”: “2026-02-05 20:56:08.398981","stamp_inserted”: “2026-02-05 20:56:00",
“stamp_updated”: “2026-03-24 19:05:51", “packets”: 1, "“bytes”: 1500, “tcp_
flags_decoded”: “A”, “tcp_state”: “Data Transfer”, “tcp_insight”: “Established
connection with data (PSH flag not set).”



From this log, Al could determine that a connection
occurred, that it was an established TCP session
transferring data, and the direction based on MAC
and IP pairs. It could not determine what domain was
resolved to reach that IP, what TLS certificate was
presented or whether it was self-signed or from a
suspicious CA, what HTTP headers or user agents
were used, what application or protocol was running
on port 8888, whether files were transferred or what
their hashes were, whether the connection exhibited
beaconing behavior, or whether the session was

part of a lateral movement chain. Each of these gaps
represents an important question Al simply cannot
answer and thus attack techniques it can’t identify.

To provide specific examples, here are two CTF
questions that Al agents successfully answered using
Corelight data, but failed with firewall (nDPI) logs:

1) What is the HASSH value for the SSH session
between 10.110.100.5 and 10.110.201.24?

The answer (41ad223a9005f59c1bd3eee3cef3cab0)
lives in the HASSH field of the Corelight SSH log.
HASSH is computed by Zeek from the ordered
list of algorithms negotiated during the SSH key
exchange. nDPI classifies the session as SSH,
and may flag the client banner, but it does not
derive HASSH.

2) What is the NetBIOS name of the IP at
10.110.154.113?

The answer (FINANCEO1) comes from the
server_nb_computer_name field in the Corelight
NTLM log. Zeek parses the NTLM Type 2
challenge message and extracts the server's
computer name from it. nDPI identifies that
NTLM is in use, but does not parse and record
the specific fields inside the NTLM challenge.

And here are another two CTF questions that Al agents
successfully answered using Corelight data, but failed
with NetFlow (pmacct) logs:

1) What was the FQDN in the answer of the
previous query?

The answer (dcO1.malaroid-wood.local) lives in
the answers array of the Corelight DNS log for the
SRV query against _ldap._tcp.dc._msdcs.malaroid-
wood.local. NetFlow records that a UDP/53 flow
occurred between two IPs, but nothing about the
query name, record type, or response content.

2) What SMB file share did 10.110.201.24 mount
on 10.110.154.113?

The answer (c$) comes from the path field in
the Corelight smb_mapping log, which shows
\\10.110.154.113\c$. In contrast, NetFlow sees
TCP/445 traffic with byte counts, but has no
visibility into what share was mounted or what
files were accessed inside that session.

IMPLICATIONS FOR SECURITY OPERATIONS

Our results have important implications for how
security organizations should invest going forward. As
SOCs begin to deploy Al, it's critical to understand that
low-quality data will:

1. Impose hard analytical limits
2. Significantly hinder the success of
automation projects

To further elaborate on that second point: Consider

a SOC workflow where incidents are resolved with a
given success rate, with unresolved incidents requiring
human rework. If the SOC then deploys agentic tools
to accelerate incident resolution by 10x in response to
Al-driven attacks, the number of incidents requiring
human rework will grow at the same rate, but staffing
will not! Using better data to improve the accuracy of
incident resolution in the first place will provide a key
lever for scalability.

No model, regardless of its capability, can answer
challenging questions using low-quality data. In this
study, we explored the impact of network-derived

data, but we expect similar results would apply to other
forms of data (including EDR) that can vary in fidelity.

As language models continue to mature, we expect
this dynamic to become more obvious to every SOC
engineer. Data quality is already a more important
differentiator than choice of model, and future SOC
performance gains will be highly correlated with
data quality.

This does not mean model selection is irrelevant.

And of course we strongly believe that many other
aspects of SOC performance, such as human
enablement, application logic, feedback loops, culture,
and leadership are critical. While future models may
extract slightly more insight from the same data, the
structural limitations we describe above will remain.
For example, if source data lacks DNS query responses



or file hashes, no model will be able to infer these
using flow data. A model’s knowledge ceiling is set by
the evidence quality, and the most direct way to raise
this ceiling is to invest in collecting better evidence.

CONCLUSION

Our testing provides compelling evidence that data
quality is an important constraint on Al automation

in the SOC. Using the same frontier model, same

threat scenarios, and same investigative questions, we
measured significant differences in CTF accuracy and IR
report quality, based only on the type of network data
available to our agentic platform.

We believe that high-fidelity, protocol-aware network
evidence is a prerequisite for Al-driven security. Lower
quality data cannot support the forensic depth that
modern threat investigations require.

The largest performance improvement available
to any security organization aiming to use Al for
automation is not an upgraded model. The most direct
path to better SOC performance is better source data.
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